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Killer application: targeting
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Monitoring people’s (online) behavior and using the collected 
information to show people individually targeted advertisements



Surveillance capitalism

Shoshana Zuboff. Big Other: Surveillance Capitalism and the Prospects of an 
Information Civilization. Journal of Information Technology (2015) 30, 75–89. 
https://papers.ssrn.com/sol3/papers.cfm?abstract_id=2594754
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https://papers.ssrn.com/sol3/papers.cfm?abstract_id=2594754


Human Bias
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https://en.wikipedia.org/wiki/List_of_cognitive_biases


Human Bias can be Learned
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Tolga Bolukbasi, Kai-Wei Chang, James Y. Zou, Venkatesh Saligrama, Adam Tauman Kalai: 
Man is to Computer Programmer as Woman is to Homemaker? Debiasing Word 
Embeddings. NIPS 2016: 4349-4357

https://papers.nips.cc/paper/6228-man-is-to-computer-programmer-as-woman-is-to-homemaker-debiasing-word-embeddings.pdf


Big Data Risks: Fairness

More at www.propublica.org/article/what-we-know-about-the-computer-
formulas-making-decisions-in-your-life
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https://www.propublica.org/article/what-we-know-about-the-computer-formulas-making-decisions-in-your-life
http://queue.acm.org/detail.cfm?id=2460278
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http://visual.ly/data-brokers


Library
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https://interactive.aljazeera.com/aje/2019/hail-algorithms/index.html
https://twimlai.com/ethics-bias-and-ai-twiml-episode-playlist/


Big Data Risks: Segregation

Segregation is an unjustified separation or distance in social environments (physical,
working, or on-line) of individuals on the basis of any physical or cultural trait.

the 8 Mile Road in Michigan, USA
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https://en.wikipedia.org/wiki/M-102_(Michigan_highway)


Big Data Risks: Segregation

Can algorithms segregate? Think about graph clustering …
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Big Data Risks: Segregation

Can algorithms segregate? Think about graph clustering …
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The danger of black boxes
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https://www.faception.com/


The danger of black boxes

Accurate but untrustworthy classifier may result from an accidental bias in the 
training data. 

In a task of discriminating wolves from huskies in a dataset of images, the 
resulting deep learning model is shown to classify a wolf in a picture based
solely on … the presence of snow in the background!

“Why Should I Trust You?” Explaining the Predictions of Any Classifier SIGKDD 2016. 
https://arxiv.org/abs/1602.04938
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https://arxiv.org/abs/1602.04938


eXplainable AI

nautil.us/issue/40/learning/is-artificial-intelligence-permanently-inscrutable

43Risks of Big Data and AI

http://nautil.us/issue/40/learning/is-artificial-intelligence-permanently-inscrutable


Transparency is not enough

- A naive solution to the problem of verifying procedural regularity is to demand 
transparency of the source code as well as inputs and outputs for the relevant 
decisions

◦ Necessary to keep secret a decision policy (business interest and IPR, tax audits vs tax 
cheats, credit scoring vs consumer strategic behavior)

◦ Complexity of software not designed for accountability

◦ Randomness (eg, in tax auditing) help against strategic behavior

◦ Time-dependent software (personalization and recommender system)

J. A. Kroll et al. Accountable Algorithms. U. of Pennsylvania Law Review, Vol. 165, 2017 
https://papers.ssrn.com/sol3/papers.cfm?abstract_id=2765268
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https://papers.ssrn.com/sol3/papers.cfm?abstract_id=2765268


Counter-measures
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Counter-measures
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https://icdppc.org/wp-content/uploads/2018/10/20180922_ICDPPC-40th_AI-Declaration_ADOPTED.pdf
https://www.accessnow.org/the-toronto-declaration-protecting-the-rights-to-equality-and-non-discrimination-in-machine-learning-systems/
https://rm.coe.int/algorithms-and-human-rights-en-rev/16807956b5
http://www.informatics-europe.org/component/phocadownload/category/10-reports.html?download=74:automated-decision-making-report
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https://www.artificiallawyer.com/2020/03/12/bias-in-recruitment-software-to-be-illegal-in-new-york-vendors-will-need-bias-audit/
https://www.jdsupra.com/legalnews/nyc-s-task-force-to-tackle-algorithmic-93703/


And in Italy?
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https://www.agcom.it/documents/10179/12703523/Comunicato+stampa+28-11-2018/01a6323d-103d-43b4-82d4-743e879a8a4a?version=1.0
https://www.wired.it/economia/lavoro/2019/12/19/cgil-causa-deliveroo-discriminazione-rider/


What is the right tool?

The Law!
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Profiling in GDPR art 4(4)
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//upload.wikimedia.org/wikipedia/en/f/f8/Internet_dog.jpg


Profiling in GDPR art 4(4)
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GDPR: measures on profiling art. 22

Exceptions:

▪ Given consent

▪ Necessity

▪Medical reasons

▪ Public interest
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EU Guidelines on Automated individual decision-making and Profiling for 

the purposes of Regulation 2016/679 (GDPR) by art. 29 WP, 2018

https://ec.europa.eu/newsroom/article29/item-detail.cfm?item_id=612053
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Right to explanation
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Impact Assessment

GDPR art. 35 requires that data controllers maintain an updated report on the privacy risk 
assessment on personal data collected

Guidelines

◦ WP29 - 248/2017 Data Protection Impact Assessment (DPIA) (Testo italiano)
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https://ec.europa.eu/newsroom/article29/item-detail.cfm?item_id=611236
https://www.garanteprivacy.it/regolamentoue/DPIA


Auditing frameworks

▪ ICO Draft AI Auditing Framework, Jan 2020
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https://ico.org.uk/about-the-ico/ico-and-stakeholder-consultations/ico-consultation-on-the-draft-ai-auditing-framework-guidance-for-organisations/


Technical standards

https://ethicsinaction.ieee.org/

▪On-going definition of P7000-P7014 standards

▪On-going definition of The Ethics Certification Program for Autonomous and Intelligent Systems (ECPAIS) 
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https://ethicsinaction.ieee.org/
https://ethicsinaction.ieee.org/#set-the-standard
https://standards.ieee.org/industry-connections/ecpais.html


Further resources

▪ European Observatory on Society and AI (OSAI) by AI4EU project

▪ Dataset of case studies by CyCAT project

▪ Observatory of Algorithms with Social Impact (OASI) by Ethicas Foundation
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https://www.unive.it/pag/36808/
http://www.cycat.io/case-studies/
https://eticasfoundation.org/algorithms/algorithm-finder/
https://www.ai4eu.eu/
http://www.cycat.io/
https://inventory.algorithmwatch.org/
https://openpolicing.stanford.edu/


Industrial initiatives
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https://globaldatinginsights.com/2018/05/22/facebook-forms-ethics-team-to-prevent-bias-in-a-i-software/
https://www.technologyreview.com/s/611138/microsoft-is-creating-an-oracle-for-catching-biased-ai-algorithms/
https://techcrunch.com/2018/06/09/accenture-wants-to-beat-unfair-ai-with-a-professional-toolkit/?guccounter=1
https://techcrunch.com/2018/09/19/ibm-launches-cloud-tool-to-detect-ai-bias-and-explain-automated-decisions/?guccounter=1


But be aware of Ethics Washing
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https://dataethics.eu/ethics-washing-is-when-ethics-is-a-substitute-for-regulation/
https://points.datasociety.net/systemic-algorithmic-harms-e00f99e72c42


Causes of Risks



Bias in observational research

Bias: deviation from the truth

Internal validity

- validity of study on a sample of population
◦ Selection bias

◦ Information/omitted variable

◦ Confounding

◦ Chance

◦ Correlation and proxy

External validity

- generalization of sample study to whole population

- feedback loops and self fulling prophecy

D. A. Grimes, K. F. Schulz. Bias and causal associations in observational research. Lancet 
359: 248–52, 2002.
D. Danks, A. J. London. Algorithmic Bias in Autonomous Systems. IJCAI 2017: 4691-4697
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Bias of the input

Bias of the algorithm

Bias in the process

http://www.geocities.ws/mim_ebm/LancetEpi-03.pdf
https://www.cmu.edu/dietrich/philosophy/docs/london/IJCAI17-AlgorithmicBias-Distrib.pdf


Bias of input: Confounding

Different statistical distribution of groups wrt some confounding attribute. 

https://en.wikipedia.org/wiki/Simpson's_paradox#UC_Berkeley_gender_bias
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Right level of 
aggregation

because
selection

committees
were at Dept

level

https://en.wikipedia.org/wiki/Simpson's_paradox#UC_Berkeley_gender_bias


Bias of algs: Spurious correlations

http://www.tylervigen.com/spurious-correlations
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http://www.tylervigen.com/spurious-correlations


How Big Data is Unfair
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How Big Data is Unfair

Cultural differences turns into different patterns, which may be 
hard to model.
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https://medium.com/@mrtz/how-big-data-is-unfair-9aa544d739de


Instability: One-pixel attack
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Biases

N. Mehrabi et al. A Survey on Bias and Fairness in Machine Learning. (2019)

A. Olteanu, C. Castillo, F. Diaz, E. Kiciman. Social Data: Biases, Methodological 
Pitfalls, and Ethical Boundaries. Frontiers Big Data 2: 13 (2019)

Historical bias is the already existing bias and socio-technical issues in the world 
and can seep into from the data generation process even given a perfect 
sampling and feature selection.

Representation bias happens from the way we define and sample from a 
population.

Measurement bias happens from the way we choose, utilize, and measure a 
particular feature.

Population bias arises when statistics, demographics, representatives, and user 
characteristics are different in the user population represented in the dataset or 
platform from the original target population

Sampling bias arises due to non-random sampling of subgroups

Bias in Big Data and AI 89

https://arxiv.org/abs/1908.09635
https://papers.ssrn.com/sol3/papers.cfm?abstract_id=2886526


Biases

N. Mehrabi et al. A Survey on Bias and Fairness in Machine Learning. (2019)

A. Olteanu, C. Castillo, F. Diaz, E. Kiciman. Social Data: Biases, Methodological 
Pitfalls, and Ethical Boundaries. Frontiers Big Data 2: 13 (2019)

Behavioral bias arises from different user behavior across platforms, contexts, 
or different datasets.

Linking bias arises when network attributes obtained from user connections, 
activities, or interactions differ and misrepresent the true behavior of the users.

Popularity Bias. Items that are more popular tend to be exposed more.

Algorithmic bias is when the bias is not present in the input data and is added 
purely by the algorithm.

Presentation bias is a result of how information is presented and ranked.

Observer bias happens when researchers subconsciously project their 
expectations onto the research.

Bias in Big Data and AI 90

https://arxiv.org/abs/1908.09635
https://papers.ssrn.com/sol3/papers.cfm?abstract_id=2886526


Biases
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Dealing with biases

E. Ntoutsi et al. Bias in data-driven artificial intelligence systems — An
introductory survey. WIREs Data Mining and Knowledge Discovery. Vol. 10,
Issue 3, May/June 2020, e1356.

Ethical Data Mining 92

https://onlinelibrary.wiley.com/doi/full/10.1002/widm.1356


Bias of process: Bias difficult to discover

R. Silberzahn, E. L. Uhlmann. Crowdsourced research: Many hands make tight work. 
Nature, vol 526: 189, 2015. https://www.nature.com/news/crowdsourced-research-
many-hands-make-tight-work-1.18508
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https://www.nature.com/news/crowdsourced-research-many-hands-make-tight-work-1.18508


Fairness I: 
Discrimination



Risks of Profiling

Discrimination 96



Discrimination

What is discrimination?

An unjustified distinction of individuals based on their membership, or 
perceived membership, in a certain group or category, without regard to 
individual characteristics

◦ Protected-by-law groups on the grounds of sex, gender, sexual orientation, race, 
ethnicity, skin, language, religion, personal opinions, membership of a minority, 
disability, illness, marital status, age, …

Direct discrimination (disparate treatment) consists of rules or procedures that
explicitly impose disproportionate burdens on minority or disadvantaged groups

Indirect discrimination (disparate impact) consists of rules or procedures that, 
while not explicitly mentioning discriminatory attributes, intentionally or not 
impose the same disproportionate burdens.

Discrimination 103



Indirect discrimination: Redlining

Racial segregation
◦ imply that ZIP and race are correlated

Banks have (sometimes) exploited this
◦ to make restrictions on loans to minorities by restricting loans to neighb.

◦ even if this means loosing some good customer (reverse tokenism)
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Discrimination in 
economics
A .  Rome i ,  S .  Ru g g ie r i . A m ult id i sc ip l inar y  sur vey  on  d i sc r im inat ion  
ana lys i s . Th e  Kn o w ledge  En g ineer ing  Rev iew. Vol .  29 ,  I s s u e  5 ,  
Nove mb e r  2014 ,  582- 638 .

http://pages.di.unipi.it/ruggieri/Papers/ker.pdf


Economic models of discrimination

Taste-based Discrimination Statistical Discrimination

Originally
pioneered by

G. S. Becker (1957) Arrow (1971) and Phelps (1972)

Root cause Prejudice of the employer 
against a protected groups (e.g. 
black workers)

Scarcity of information about the 
skills of workers (i.e. rational 
racism)

Objective of 
employers

Employer is willing to pay a  
cost (i.e. discrimination 
coefficient) in addition to 
wages for the protected group

Maximizing profit

Dynamic 
implication

In presence of more 
information on workers tends 
to persist (in a non-competitive
market)

In presence of more information 
on workers tends to disappear
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Observational studies

Compare the productivity of a worker with its treatment

The different treatment can be measured via:
▪ Wages or earnings (salary discrimination)

◦ “equal pay for equal work”

The productivity is in general not directly available
▪ In professional sports the performance of a worker is easily measurable 
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Salary discrimination

(Logarithmic of) earnings or salaries for the athlete 

“i” 

•Characteristics of the athlete

•Position

•Experience

•Performance

•…Minority status

 Data sources

 Typically, salaries are from financial newspapers

 They can be influenced by the player’s agent ability

 Performances are from sport almanacs
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Salary discrimination
P. Holmes. New evidence of salary 

discrimination in Major League Baseball. 

Labour Economics,18(3):320–331, 2011.

Status

Player

performances

Census/time

information
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Auditing methods

Pairs of auditors similar on all the characteristics except 
for the ground of discrimination
▪ Situation testing

◦ Face-to-face of auditors with the decisor

◦ Expensive data collection

▪Correspondence testing
◦ Paired fake CVs or application forms

◦ Absence of personal contact

Discrimination 114



Example: Evidence from E-bay
Jamal123@...Jake456@...
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Nunley JM, Owens MF, Howard RS (2010) The Effects of Competition and Information on Racial

Discrimination: Evidence from a Field Experiment.

https://ideas.repec.org/p/mts/wpaper/201007.html


Example: Evidence from E-bay

Price received in 

the auction
Buyer/seller race 

match

•Selling period

•Product type

•Seller’s rating

•…

For sellers with an high rating:
▪ The racial disparity persists → Taste-based discrimination

▪ The racial disparity tends to disappear → Statistical discrimination
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Example: the Visible Hand

Doleac JL, Stein LC (2010) The Visible Hand: Race and Online Market Outcomes. 

https://papers.ssrn.com/sol3/papers.cfm?abstract_id=1615149

Discrimination on the ground of race and/or tatoo
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https://papers.ssrn.com/sol3/papers.cfm?abstract_id=1615149


Discrimination 
discovery from data

TWM



Discrimination discovery

Discrimination discovery from data consists in the actual discovery of 
discriminatory situations and practices hidden in a large amount of 
historical decision records.

◦ Hypothesis testing: traditional approaches used in economics and social sciences

◦ Data mining approaches: association rules, k-NN, ..

D. Pedreschi, S. Ruggieri, F. Turini. Discrimination-aware data mining. 14th ACM 
International Conference on Knowledge Discovery and Data Mining (KDD 2008): 
560-568. ACM, August 2008. http://pages.di.unipi.it/ruggieri/Papers/kdd2008.pdf
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http://pages.di.unipi.it/ruggieri/Papers/kdd2008.pdf


Discrimination measures
How to measure discrimination? 

(A) decision has an adverse impact on protected social groups.

Measures: group discrimination / disparate impact

(B) different decision is unjustified by non-protected attributes.

Measures: individual discrimination / disparate treatment

Indre Zliobaite: Measuring discrimination in algorithmic decision making. Data Min. 
Knowl. Discov. 31(4): 1060-1089 (2017) 
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https://courses.helsinki.fi/sites/default/files/course-material/4595613/Zliobaite2017_Article_MeasuringDiscriminationInAlgor.pdf


(Group) Discrimination measures

Who is the subject of discrimination?
▪ Protected-by-law groups: women, african-american, minorities, …

▪ Possibly a boolean combination of groups (multiple discrimination)

▪ Wrt a reference group (eg., men). This extends to multi-valued attributes 
(eg., afro-american vs caucasian, hyspanic vs caucasian, native vs 
caucasian)

women

can potentially 

be discriminated

Discrimination 124

decision

deny grant total

group women 6 4 10

men 1 4 5

total 7 8 15



(Group) Discrimination measures

What is the degree of discrimination suffered?
◦ Legal principle of proportional representation

125

 Risk difference (RD) p1 - p2 = 40%

 Risk ratio (RR) p1 / p2 = 3

p1 = proportion of benefit denied to women = 6/10 = 60%

p2 = proportion of benefit denied to men = 1/5 = 20%

 Relative chance (RC) (1-p1)/(1-p2) = 0.5

 Odds ratio (OR) RR / RC = 6

deny grant total

women 6 4 10

men 1 4 5

total 7 8 15
Proportional parity

Discrimination 125



(Group) Discrimination measures

What is the degree of discrimination suffered?
◦ Legal principle of proportional representation

127

 Example: jury selection: p/ p0  = 1.34

 Castaneda rule in the U.S. (1977): p0m2-b ≤ 3

 Binomial distribution  = 𝑚2𝑝0(1 − 𝑝0)

p0 = proportion of women in the population = 10/15 = 67%

p = proportion of women among «benefit granted» = 4/8 = 50%

deny grant total

women 6 4 (b) 10

men 1 4 5

total 7 8 (m2) 15
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Software tools: Aequitas

- Tool for online/API calculation of bias measures

- Reference group = majority / Males

- Score column: 1 = benefit granted  0 = benefit denied

- Disparity tolerance t = 80%

- Label_value: ground truth for score column

http://aequitas.dssg.io/
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http://aequitas.dssg.io/


Software tools: Aequitas
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Proportional parity

Proportional parity: b/n1 = d/n2

Disparity: = (b/n1)/(d/n2)  = RC < 0.80 (tolerance)

0 / ben.
denied

1 / ben.
granted

total

protected
/women

a b n1

ref/men c d n2

total m1 m2 n
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Contexts of discrimination

Who is the subject of discrimination?
◦ Protected-by-law groups: women, afro-american, minorities,

◦ Possibly a boolean combination of groups (multiple discrimination)

◦ Wrt a reference group (eg., men). This extends to multi-valued attributes 
(eg., afro-american vs caucasian, hyspanic vs caucasian, native vs 
caucasian)

among people 

from NYC

Discrimination 136

city=NYC decision

deny grant total

group women 6 4 10

men 1 4 5

total 7 8 15

women

can potentially 

be discriminated



-protection

City Birth date Sex Benefit

NYC 1973 M No

NYC 1965 F No

NYC 1965 M Yes

LA 1973 M No

… … … …

PND attributes

Input: a table with a row for every individual and 
◦ PND (Potentially Non-Discriminatory) attributes: they do not regard protected-by-law groups

◦ PD (Potentially Discriminatory) binary attributes: they regard protected-by-law groups

◦ Benefit: a decision

Input: a reference discrimination measure

PD attribute
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-protection

City Birth date Sex Benefit

NYC 1973 M No

NYC 1965 F No

NYC 1965 M Yes

LA 1973 M No

… … … …

PND attributes

Output: A non-empty 4-fold contingency table summarizing a sub-set of the 
input table is -protective if the reference discrimination measure is less than 

A dataset if a-protective if all of its non-empty 4-fold contingency tables are -
protective

◦ for any subset of PND items

PD attribute

RD = 100% - 50% = 50%RD = 100% - 0% = 100%

city=NYC deny grant total

women 1 0 1

men 1 1 2

total 2 1 3

city=NYC
birth=1965

deny grant total

women 1 0 1

men 0 1 1

total 1 1 2
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Checking -protection with AR

A classification rule

a1=v1, ..., an=vn → benefit=denied

is potentially discriminatory (PD) if it can be written as A, B → C, with 
A made of PD itemsets B made of PND itemsets and A non empty

sex=F, city=NYC, birth=1965 → benefit=denied

women

can potentially 

be discriminated

w.r.t. people
from NYC born
in 1965

Discrimination 139

city=NYC
birth=1965

deny grant total

women 1 0 1

men 0 1 1

total 1 1 2



Checking -protection with AR

A, B → C, with A made of PD itemsets , B made of PND 
itemsets and A non empty

sex=F, city=NYC, birth=1965 → benefit=denied
- All numbers can be computed starting from supp & conf

of A, B → C  and of B → C

a = supp(A, B, C)

n1 = supp(A, B)

n = supp(B)

n - n1 – (m1 – a) 

m1 = supp(B, C)

Discrimination 140

city=NYC
birth=1965

deny grant total

women 1 0 1

men 0 1 1

total 1 1 2



w.r.t. People from city=NYC

Example

(a) states that black people from NYC are assigned bad credit 
75% of times, whilst

(b) states that people from NYC are assigned bad credit 25% of 
times

Black people from NYC have a “burden” of RR=3 times more 
than the average of people from NYC.

141

b. city=NYC
==> class=bad
-- conf:(0.25) 

a. race=black, city=NYC
==> class=bad
-- conf:(0.75)

race=black 

can potentially 

be discriminated

Is 3 times an 

acceptable ratio?
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Level curves of top-k tables

Dino Pedreschi, Salvatore Ruggieri, Franco Turini: A study of top-k measures for 
discrimination discovery. SAC 2012: 126-131. 
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http://pages.di.unipi.it/ruggieri/Papers/sac2012.pdf


A Python library: FairTest

https://github.com/columbia/fairtest

Python 2.7 
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https://github.com/columbia/fairtest


dd_tutorial.ipynb
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PD classification rules

PD classification rules capture direct 
(group) discrimination
◦ They are extracted from a dataset which 

contains PD itemsets
◦ Ex., having sex=female in the dataset is perfectly legal. 

It is its use in discriminatory decisions that is illegal!

146

146
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(d) states that people from ZIP=10451 of NYC are black for 

the vast majority.

Do (c)+(d) unveil some burden over minorities?

Does (c) impose some burden over minorities?

Indirect discrimination: redlining

(c) states that people from ZIP=10451 of NYC are assigned bad 
credit 95% of times

c. neighborhood=10451, city=NYC
==> class=bad
-- conf:(0.95)

Assume that by background knowledge (e.g., censuary data), 

we know that:

d. neighborhood=10451, city=NYC
==> race=black
-- conf ≥ 0.80
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Indirect discrimination: redlining

Does (e) impose some burden over minorities?

e. race=black, neighborhood=10451, city=NYC
==> class=bad
-- conf ≥ 0.94

b. city=NYC
==> class=bad
-- conf:(0.25) 

Yes, a burden of 94%/25% = 3.7 times over average 

people from NYC

lower bound

(e) states that black people from ZIP=10451 of NYC are 

assigned bad credit at least 94% of times
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Indirect discrimination discovery

Protected attribute 
not available

Discrimination 150



Discrimination measures
How to measure discrimination? 

(A) decision has an adverse impact on protected social groups.

Measures: group discrimination / disparate impact

(B) different decision is unjustified by non-protected attributes.

Measures: individual discrimination / disparate treatment

Indre Zliobaite: Measuring discrimination in algorithmic decision making. Data Min. 
Knowl. Discov. 31(4): 1060-1089 (2017) 
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https://courses.helsinki.fi/sites/default/files/course-material/4595613/Zliobaite2017_Article_MeasuringDiscriminationInAlgor.pdf


Local approaches [RPT2010@TKDD]

Extract classification rules:   

gender=women, B → benefit=denied
◦ with diff  threshold 

◦ with B providing a context of discrimination
◦ E.g.,   B  city = Pisa

 Legal limitations

 Undifferentiated groups are compared:

◼ Do women have the same characteristics of men they are 

compared with? 

◼ Or do they differ as per skills or other legally admissible reasons?
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Lipschitz condition

Cynthia Dwork, Moritz Hardt, Toniann Pitassi, Omer Reingold, Richard S. Zemel: 
Fairness through awareness. ITCS 2012: 214-226
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https://arxiv.org/abs/1104.3913


Local approaches

Extract classification rules:   

gender=women, B → benefit=denied
◦ with diff  threshold 

◦ with B providing a context of discrimination
◦ E.g.,   B  city = Pisa

 Interpretational limitations

 Local models:

◼ Local contexts, possibly overlapping – no global description of 

who is discriminated and who is not
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A KDD Process for Discrimination Discovery

Salvatore Ruggieri and Franco Turini

A. Romei, S. Ruggieri, and F. Turini. Discrimination discovery in scientific project 
evaluation: A case study. Expert Systems with App., 40 (10):6064-6079, 2013.



Description of the Case Study

In 2008, the Italian Ministry of Education, University and 
Research published a call for scientific research projects
◦ Limited to young scientists in engineering and social, physical 

and life sciences

◦ Submitted by a principal investigator (PI) in collaboration with 
zero or more associate investigators

◦ Organized in two programs depending on whether the PI
◦ Holds a non-tenured position and she/he is at most 33 years old (P1)

◦ Holds a tenured position and she/he is at most 39 years old (P2)
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Description of the Case Study

159

Proposals:
◦ Description of work and budget

◦ For each unit

◦ For the whole proposal

◦ Curriculum vitae of the PI and a list of publications

◦ Abstract of the proposal
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◼ Scores:

❑ Scientific relevance

❑ Impact

❑ Scientific and technical value

❑ Quality of the partnership

Description of the Case Study

160
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◼ Outcome:

❑ Funded

❑ Not funded

❑ Conditionally funded

Description of the Case Study

161
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Dataset attributes

163

Features of the PI

Project costs

Research Area

Project Evaluation

Discrimination 163



Situation Testing

Quasi-experimental approach
◦ Matched pairs undergo the same situation

◦ Within each pair, applicant characteristics are made 
as equal as possible, apart from the discrimination 
ground

◦ Significant differences in the outcome are observed
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k-NN by an example

Input
◦ Two datasets for the program 1 and 2, separately

◦ The decision of passing or not passing the peer review as outcome

◦ The female PIs as protected-by-law group

166
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Classification Models Extraction

We add to our input dataset a new binary attribute, disc
◦ Disc(r) = yes iff diff(r) >= t

◦ The choice of the threshold t should be supported by law or regulators

We then extract a set of classification models from this dataset
using disc as target attribute

168
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Classification Models Extraction

Experimental Settings
◦ K = 8 and t = 0.1

◦ 26-74% true-false distribution for P1

◦ 38-62% true-false distribution for P2

◦ C4.5, classification rules (RIPPER, PART) and meta classifiers

◦ Resampling and cost-sensitive classifiers 

◦ Four different training-sets by varying the set of attributes

◦ 10-fold cross validation

169
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Patterns analysis

170

Implicitly part of any classification model

Precision is the percentage of discriminated proposals

among those satisfying the antecedent

Recall is the percentage of the overall discriminated proposals

covered by the antecedent

Difference is the average risk difference of proposals

satisfying the antecedent
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Example of rule in P2

Antecendent
◦ Project proposals in “Physical and Analytical Chemical Sciences”

◦ Young females

◦ Total cost of 1,358,000 Euros or above

Possible interpretation
◦ “Peer-reviewers of panel PE4 trusted young females requiring high 

budgets less than males leading similar projects”
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Another example

Antecendent

◦ High budget for 
◦ Young researchers

◦ Good reputation researcher

But
◦ No statistically significant attributes in logistic 

regression of proposals satisfying the antecedent

Investigating further …
◦ A legitimate reason could be the ratio 

grr_cost/yr_cost
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Other software tools: AdFisher
https://www.cs.cmu.edu/~mtschant/ife/

- Discrimination: gender-based discrimination in job-related ads

- Opacity: browsing substance abuse websites leads to rehab ads despite 

Google's own Ad Settings showing no evidence of such tracking
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